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Introduction

In writing the first draft of the design specification for the repository bridge software it became clear that possible (indeed likely) approaches to obtaining a list of items for export might affect the design and workflow of UWA’s digital repository. This would, of course, also be the case for other repositories using the same bridge. It was felt that in view of this effect on the repository itself, the arguments should be presented to other people involved with the Repository Bridge project, beside the developers, so that they have an opportunity to comment on the possible approaches and are informed for any discussion on these areas.

This report is intended to set out alternative approaches (where they have been identified) and present the arguments surrounding these approaches. While the developers have a preferred solution, the arguments will be presented as clearly and thoroughly as possible.
Background

It was decided that the bridge software should, as far as possible, be independent of the repository tools themselves. This is design constraint DC2 in the Requirements Specification [1]. It was also decided that established, stable standards be used for transfer of metadata (DC3). In support of these requirements, it is suggested that we use the Open Archives Initiative Protocol for Metadata Harvesting (OAI-PMH) [2]. This can be used for both obtaining the list of items to be exported and the actual import of the metadata for each item. This latter is supported by the recent availability of METS as a metadata format in DSpace’s support for OAI-PMH. Being an external standard, OAI-PMH is expected to be more stable across successive releases of DSpace, so should reduce (or eliminate) any need for changes to the code for obtaining the list of items for export that might otherwise be necessitated by changes to DSpace. It should also avoid changing the code to accommodate other repository tools, such as Eprints.
The OAI-PMH has two requests that are of interest for getting the list of items to export. One can either ask for a list of identifiers or a list of records. Each returns an xml response. ListIdentifiers returns a list of item headers, each of which includes the item’s unique item identifier. This identifier can be used by the importer to obtain the METS record of an item for import. Besides the general OAI header information, the response also includes the identifiers for the set(s) with which an item is identified and a date stamp. In DSpace an OAI set can be treated as synonymous with a collection. Naturally, one of the sets is the owning collection but as DSpace supports the idea of mapping an item into other collections (so it appears in those collections as well as its own), there can be more than one set listed. The date stamp shows the date the record was last modified, which is not one of the date fields in the record itself. This has been checked by editing an item’s record and harvesting it. The dates are not distinguished in oai_dc plain Dublin Core, but are date submitted, date available and date published if the item was previously published, as is taken to be the case with theses. The date published can be distinguished by being earlier than the others (more or less by definition) and by not being a complete date stamp, as that includes the time, so the date of submission and availability are recorded to the nearest second, date published only (at best) to the nearest day.
ListRecords includes the metadata for each record as well as the item header information in ListIdentifiers, so it includes a good deal of extraneous data for listing items to export. However, one of these metadata is the type, which field is used to identify theses, so this can be used to ensure that each item listed is a thesis. There is a standard format for the metadata (oai_dc) that uses simple Dublin Core. This is not sufficient for transmission of all the metadata to be included in the UK-ETD metadata set, which uses qualified Dublin Core. The UK-ETD metadata set is being developed by the EThOS project [3] for use by the UK Database of Theses. It is relatively simple to add support for other metadata formats to DSpace’s OAI support by including “crosswalk” files. These could include the UK-ETD set (a crosswalk file has been written by Cranfield University for this) and also METS which is available as a patch and is intended to be incorporated into DSpace 1.4.
Using OAI-PMH allows the list of records harvested to be restricted by date, so we can obtain a list of items deposited (or modified) since the last export harvest. The date parameter includes items whose record has been edited since the specified date as well as those newly submitted so any corrected records will be re-exported. It also allows the harvest to be from a specified set (collection). Being intended for harvesting rather than searching, OAI-PMH does not support restriction of lists by any other criteria, so we cannot restrict the list to include only items whose type is thesis or dissertation. There is, of course, no reason why we cannot use the type field to remove items that are not theses or dissertations from the harvested list, assuming we use ListRecords so the response includes that field.
This means that supposing we wish to use OAI-PMH as a suitably well established and standard means of interrogating a DSpace repository for a list of items to export, we need to find ways of working around these limitations. Any approach to this problem entails some restriction on the design of the repository itself and / or on the way it is used. It is for this reason that it was felt necessary to circulate this report.

The obvious alternative to using OAI-PMH would be to query the DSpace database directly. While there is no technical difficulty in doing so, it does mean that the code that makes these queries would need changing if the database were changed in future versions of DSpace. As OAI-PMH is an external standard and DSpace will (almost certainly) expect to continue to support its use, this places the onus on that aspect of maintenance on the DSpace community rather than on whoever maintains the Bridge software after the project is complete.

Approaches

The possible ways of restricting a harvest using OAI-PMH give rise to two alternative approaches to building the list of items to export. These are

· Harvest everything submitted (or modified) since the last search and process the resultant list to keep just the theses.

· Harvest everything submitted (or modified) since the last search from specific sets (collections), that is collections of theses.

These are not mutually exclusive, of course, and a possible (indeed sensible) approach might well be to harvest from specific thesis collections and the keep all items whose type is thesis. This acts as a double check, in case any research papers (or whatever) accidentally find their way into a thesis collection. This is the approach EThOS are intending to follow for harvesting material for the UK-DoT.

Both of these approaches have some effect on the working of the repository itself. Each will be discussed in its own subsection.

Harvesting everything

In some ways the simpler approach is to harvest everything submitted or modified since the date of the last export harvest and process the resulting list to remove all items that are not of type thesis. The difficulty with this, from the point of view of the repository as a whole is that it cannot distinguish between completed and uncompleted theses. It is possible, for example, that a thesis that is unfinished is placed in a department’s collection in the repository for access by other members of the department. If all items labelled as being theses are indiscriminately harvested, such unfinished items will be exported prematurely. This is likely to lead to difficulties with restricting access to such work.
A possible work around would be to label such unfinished works as, say, working papers and change the type designation to thesis after the thesis has passed and all corrections are made, so it is finished. As such changes will cause the item to be picked up in the next export harvest, it will then be included in the list of items for export to the National Library.

Harvesting from specific sets

The alternative approach is to harvest from (preferably one) specific set or collection. This means, of course, that all theses must be placed in such a collection. As DSpace supports the idea of “mapping” an item into other collections besides the one to which it really belongs, this does not mean that all theses have to be actually submitted to that collection, as they can be mapped in from (say) departmental collections. This avoids the workflow problem associated with the possibility of unfinished work being submitted to a departmental collection as this submission (or mapping) to a central thesis collection will only be carried out once the thesis is deemed ready for export. It does mean that the institutional repository has to include a collection and, in addition, that all theses for export are mapped to that collection.

An OAI-PMH request is restricted to one set (collection) or any, if no set is specified. There appears to be no option to list several sets as the set argument for an OAI - request. DSpace does not support specifying a “community” as a set so that all collections owned by that community are included. Therefore, if it was felt that, say, PhD theses should be in a separate collection from MPhil ones, it would be necessary to run a separate request for each set. One approach to this might be to list the sets to be queried in a properties file, so the list could easily be changed in future. When building the list of items to export, each collection in the properties file can be queried in turn and the list built up from the responses to each request. The obvious alternative is simply to ensure that all theses and dissertations for export are mapped into the one collection, which would not be used for anything else as each item will also appear in a more closely constrained, better ordered collection. There would be no conceptual difficulty in removing mappings from such a collection, so items could be removed from that collection after export.
If ListRecords is used as the OAI request, all records returned can be checked to ensure they really are of theses. The main disadvantage of this approach is the necessity for the additional step of ensuring that all theses appear in the export collection as well as their home collection. As the thesis is already in the institutional repository the main reason for this step is to enable export. Therefore the motivation for this work is arguably rather low for university staff – it would be a job that is easy to put off. However, it is suggested that this is a lesser disadvantage than the workflow restrictions associated with the alternative indiscriminate harvesting approach. A possible approach to this problem is described later.
This arrangement does approximate to the existing way in which theses are submitted to the library, in that the central export collection can be regarded as a fairly close equivalent to the existing library collection of paper based theses.

Discussion

One possible workflow would be to have a thesis initially submitted to its department’s collection. On completion of the examination process (so at the stage in the process at which a paper thesis is deposited in the library at present), it is transferred to a central library collection. This transfer would be an opportunity for a library professional to ensure that the metadata was correct and appropriate (so that, for example, that it is a thesis of the right level, such as doctoral, and class marks might be added if they are used). Either the central collection could be used as a set for export or the thesis could if necessary be further mapped to a specific export collection.

This means that a thesis can be first submitted at any stage of the author’s studentship. It is assumed that departmental collections, being intended for lower priority work, are under departmental control, at least on a day to day basis. It is not unlikely that policies for such collections might be put in place by the information service provider. Moving the finished theses to a central (library managed) collection places it in the care of professionals and subject to centrally managed policies on retention etc. It is appreciated that all collections will, probably need retention policies following the Freedom of Information Act.
Unfortunately, at present DSpace does not support the transfer of items so it would be necessary either to withdraw the “working copy” from the departmental collection and submit the finished copy to the central thesis collection (from which it might be mapped to a departmental collection) or simply to map the item to a central thesis collection for export. Simply mapping the thesis into the central collection has two drawbacks. One is that the item is still “owned” by the department, so central administrators are not in a position to prevent inadvertent breaches of policy by department staff users. The other disadvantage is that mapping into a collection is not necessarily an opportunity for checking editing of the metadata, though this could be done as a separate step.

The workflow problems are not solely a result of the exporting of theses but are (arguably) caused partly by limitations of DSpace itself. It seems preferable to have a delegated model of management of an institutional repository where, while certain classes of documents are placed in the care of the central (library) area of the repository, departments can be left to manage their own areas as they see fit, subject to limitations imposed where necessary by central policy. An example might be that there is a central policy on retention of student records for Freedom of Information Act purposes. Therefore a department should be able to be free to use whatever workflow they choose, so might want to encourage students to deposit unfinished theses in a restricted access collection, or depositing the thesis on submission and then changing the deposited thesis after corrections have been made. What is needed is some way of automatically (or at least simply and reliably) triggering the operation of placing a thesis in a central collection once complete.
One possible approach is to treat the working copy and finished thesis as separate documents, and simply to require the student to deposit the finished (corrected) thesis in a central collection. The workflow for this deposit can include a step where a librarian can check and edit the descriptive metadata and DSpace will automatically inform an administrator that the initial deposit has been done. This means that any departmental policy on deposit of theses in their collection has no effect on the central collection. There might or might not already be a working copy of the thesis (conceivably in several versions) in a department’s collection. This approach does, of course, support the set based harvest alternative described above, as the central collection forms the set for export. This might actually be several collections as PhDs might be separated from MPhils, or a new collection started for each year, or both. It avoids the problem of transfer, in that the initial submission to the central collection is in the hands of the student and the university can (presumably) make this a condition of awarding the degree. This at least offers a partial answer to the motivation problem noted earlier. These finished theses can, of course, be mapped back to departments’ collections if the departments concerned want to do so. This admittedly slightly cumbersome approach also reduces the danger of unfinished theses accidentally finding their way into the central collection. Any approach that relies on mapping departments’ copies of previously submitted theses runs the risk that the thesis in the department’s collection is not updated correctly and so an uncorrected thesis is mapped into the central collection and then exported. This error might never be spotted, so is best avoided.
Welsh interest taught Masters dissertations

The foregoing is concerned with doctoral and research masters theses, which are expected to be selected automatically. As the existing arrangement for deposit in the National Library also extends to some taught Masters dissertations, some means of manually adding such items to the list of items for export is needed. This could be done either by adding the unique identifiers of such items to the list itself, more or less independently of DSpace or, more simply perhaps, by having the person who selects such a dissertation for export mapping the item into a collection from which items are exported. This need, then, tends to militate in favour of the second approach above, by enabling this way of manually adding dissertations for export.
It is supposed that it is possible to have an entry for the type field of “Welsh interest dissertation” to allow the first method of export to be used to add such dissertations, but this does lead to related problems with exporting the better quality dissertations that are not of Welsh interest (do we want to have a further such entry of “distinction dissertation”!?).
The set based approach using a central collection allows the possibility of adding those dissertations worthy of export (either because of their Welsh interest or their quality) to the items to be exported by placing them in a suitable set. This might be either by re-submitting the dissertation, much as outlined for theses earlier, or by simply mapping them into an export collection for dissertations. Which approach is used might depend on the university policy on curation of such material.

Conclusion

While it is the intention that this document present arguments as fully as possible, it is appreciated that the preference of the author is fairly clear! While there appears to be no ideal solution, it is suggested that the approach outlined above, that a student is expected to deposit a finished version of the thesis in a central collection is the most reliable method of ensuring that the corrected version of the thesis is made available for long term curation in the institutional repository and for export to the National Library (and thence to the EThOS UK-DoT). This central collection (or collections) can then be used as the specified set(s) for OAI-PMH requests in export to the NLW.
This conclusion is tentative, however, as it is appreciated that better informed people than the author should have an input into this and indeed the main purpose of this report is to present the arguments to enable people to do so.

It is stressed that the present version of this report was finished hurriedly in time for reading before the planned meeting on the 2nd November. For this reason it should be pointed out that it is based on use of DSpace version 1.3.1 rather than the newest stable version, 1.3.2, which version is currently in process of being installed on UWA’s two servers. It is unlikely that this will result in any changes to the content of this report, but it should be pointed out.
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